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LLamaMe (LLM) API Service

* Providing users with access to locally-hosted open-source Large
Language Models (LLMs) via REST APl endpoint

* Allows users to integrate HPC jobs, integrated development
environment (IDE), Retrieval-Augmented Generation (RAG)

systems and LLM Agents
NVIDIA.
* Currently deployed using Nvidia GPU nodes in Kubernetes

clusters and AMD nodes in EAS3 (Tioga, RZVernal, Tenaya) in the
CZ,RZ, and SCF AMD“"

General Availability in all 3 LC network zones (CZ, RZ, and SCF) since April 2025
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01 —ENGINE

Custom JS proxy - LiteLLM

A well-maintained, industry-standard proxy replaces our
in-house server.

03 — CAPACITY

Additional GPU Hardware

More hardware means increased capacity to support
more (and bigger) models.
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Upcoming v3.0 Changes

02 — VISIBILITY

Usage & cost in LaunchiT

See token usage per key and model cost estimates, right
where you manage keys.

04 — NAMING

Model Renaming

A consistent naming scheme across the all LLamaMe
models and zones.
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Custom JS Proxy - LiteLLM

CURRENT LLAMAME LLAMAME 3.0 «
@-

request APl key request API key

l—. LaunchiT & I—. LaunchiT &

LC User LC User
| ' | <= LiteLLM
Proxy
send requests with LLamaMe send requests with
LLamaMe APl key LLamaMe API key
JS Proxy Server
llamame.apps.czapps.iinl.gov/v1 ai.le.llnl.gov/ivl
llamame.apps.czapps.llnl.gov/v1 > ai.lc.linl.gov/v1

Same workflow, new endpoint!
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Updated LaunchlT LLamaMe Dashboard

Resource Dashboard: LLamaMe API

LLamaMe API: Fﬂ
LLamaMe API Key: ]

LLamaMe Endpoint URL: https://ai.lc.linl.gov/v1

LLamaMe Models: gpt-0ss-20b (Context: 128000)
Nemotron-Parse-v1.2 (Context: 9000)
Codestral-22B-v0.1 (Context: 32768)
gemma-4-31b-it (Context: 131072)
gpt-oss-120b (Context: 128000)

Llama-3.3-70B-Instruct (Context: 32768)

Generate new LLamaMe API key.

Your current LLamaMe API key will expire in 21 days on Oct 16, 2026. This action will generate a new LLamaMe API key for
your workspace: cz-wongl146

New LLamaMe API key
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© Back to cz-wong146 dashboard

L ow coot TR
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Delete this APl key?

This action deletes your LLamaMe API key for workspace:

Lo o R oo

cz-wong146




LaunchlT LLamaMe Usage Dashboard

Usage Dashboard: cz-wong146 LLamaMe

Daily Token Usage

Tokens by Model

+ Back to cz-wong146 LLamaMe dashboard

Aug Z
gpt-0ss-200
Aug 30
- openalfgpt-oss- 1200
Sep 6
[ 1,004 2,000 3,000 4,000 5,000 6,000 7,000
Tokens
Sep1
2026
o 2 4,000 6,000 8,000 10,000 12,000 14,000 16,000
Tokens
Model Usage Details
Model Input tokens Output tokens Total tokens
openaifgpt-oss-120b 141 6,636 6777
gpt-o0ss-20b 215 5717 5,932
meta-llama/Llama-3.3-70B-Instruct 1,253 2,037 3,290

M Lawrence Livermore
National Laboratory

LLNL-PRES-2025032

LaunchlIT will shows token usage per day and per model
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More Hardware!

* More headroom to help with load Added LLM Nodes
balancing

* less queueing OpenShift 2x DELL H200

. o, o CZ
* Room to bring on additional Tioga EASS - Mi250

(larger) models

+ Sits behind the same LiteLLM Re RzVernal EASS - Mi250

Proxy SCF Tenaya EAS3 - Mi250

* nothing additional you need to
configure
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NEW LLamaMe 3.0 Planned Models

MUSE

INKLING LAGUNA GLIMMER

NEMOTRON
3-Ultra

ColBERT

Your LLM suggestions welcome!
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LLamaMe 3.0 Model Renaming/Decommissioning
| Nework | Mol

CZ meta-llama/Llama-3.3-70B-Instruct > Llama-3.3-70B
Llama-4-Scout-17B-16E-Instruct > Llama-4-Scout-17B
openai/gpt-oss-120b > gpt-oss-120B
nvidia/NVIDIA-Nemotron-Parse-v1.2 > Nemotron-Parse-v1.2
nvidia/NVIDIA-Nemotron-3-Super-120B-A12B-NVFP4 > Nemotron-3-Super-120B
gemma-4-31b-it > gemma-4-31b
Codestrat=228-v01

RZ meta-llama/Meta-Llama-3.1-8B-Instruct > Meta-Llama-3.1-8B
meta-llama/Llama-3.3-70B-Instruct > Llama-3.3-70B
Llama-4-Scout-17B-16E-Instruct » Llama-4-Scout-17B
intfloat/e5-mistral-7b-instruct > e5-mistral-7b
nvidia/NVIDIA-Nemotron-Parse-v1.2 > Nemotron-Parse-v1.2
gemma-4-31b-it gemma-4-31b
SCF meta-llama/Llama-3.3-70B-Instruct > Llama-3.3-70B
Llama-4-Scout-17B-16E-Instruct » Llama-4-Scout-17B
intfloat/e5-mistral-7b-instruct > e5-mistral-7b
gemma-4-31b-it gemma-4-31b
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Changes You’ll Need to Make

* Create a new key in LaunchlT
* no self-provisioning keys for shared workspaces/applications (for now)

* Update your endpoints
e CZ: llamame.apps.czapps.llnl.gov/v1l > ai.lc.linl.gov/v1

 RZ: llamame.apps.rzapps.linl.gov/v1l > ai.rzlc.linl.gov/v1

* SCF: llamame.apps.scfapps.linl.gov/v1 - ai.lc.linl.gov/v1

 Update any hard-coded model names
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Stay connected ... call me (llamame) @

'- Microsoft Team: LC LLamaMe (LLM) | General | Microsoft Teams

(g) Docs: https://hpc.linl.gov/cloud
B GitLab: LLamaMe Example Repo

Feedback: lit-help®@llnl.gov
2~ Bugs: lc-hotline®@linl.gov

WE: otto@llnl.gov, wong146@llnl.gov me)
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https://teams.microsoft.com/l/team/19%3A_gV2olj5wFFctko_qHS3KA6CazgRTYbVsb2SytOpB4Y1%40thread.tacv2/conversations?groupId=f1a79d7b-a130-4c1a-8bb8-a9d1bdec82de&tenantId=a722dec9-ae4e-4ae3-9d75-fd66e2680a63
https://hpc.llnl.gov/services/cloud-services/ai-ml-services/llamame-llm-tool
https://lc.llnl.gov/gitlab/weg/examples/llamame
mailto:lit-help@llnl.gov
mailto:lit-help@llnl.gov
mailto:lit-help@llnl.gov
mailto:lc-hotline@llnl.gov
mailto:lc-hotline@llnl.gov
mailto:lc-hotline@llnl.gov
mailto:otto@llnl.gov
mailto:wong146@llnl.gov
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